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Grundlagen generativer Kl und die Vertrauenswurdigkeit von KI-Systemen

Einsatz von Kl im wissenschaftlichen Arbeiten und in der Forschung

Studieren mit KI - Fordert oder beeintrachtigt ChatGPT das Lernen?
Auswirkungen von Kl auf die Arbeitswelt

Ethische Herausforderungen der Kl im Hinblick auf die Entfaltung des Menschen
Neue Lehr- und Studienformen in Zeiten von Ki

Ki-Kompetenzen i

https://zenodo.org/records/15047793



The Al Spectrum: Unveiling Layers of Intelligent Systems q

imitiert menschliche kognitive Fahigkeiten,
indem sie Informationen aus Eingabedaten
erkennt und Aufgaben ohne menschlichen

e () Artificial Intelligence (Al Eingriff 10st

Maschinelles Lernen
Systeme, welche durch Erfahrung und Daten
@ Machine learning lernen, ohne explizit programmiert zu sein

Deep Learning (neuronale Netze)
@ Decp iearning fortgeschrittener Ansatz/Methoden des ML,

der auf tiefen neuronalen Netzen basiert und
@ cenerative fir komplexe Aufgaben verwendet wird
P (Abbildung des menschlichen Gehirns)

Generative Kl

KI-Systeme, die neue Inhalte, Ideen oder

2 S Scribbr Daten erzeugen und dabei die menschliche
Kreativitat imitieren

https://insurance.nttdata.com/post/the-role-of-ai-in-assessing-cyber-risks-a-modern-tale-of-defense/
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Hidden_Layers: 1
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https://www.hartundtrocken.de/my-product/interaktiv-neuronales-netz/




und Falschheit, sondern erkennt nur Muster.”

(Al Explained 2024)

Kl unterscheidet nicht zwischen Wahrheit @

https://www.youtube.com/watch?v=KKF7kLOpGc4 Folie 6



KI-Zugange

1. Mit welchen KI-Systemen habe ich schon Erfahrungen gesammelt? (Mehrfachauswahl)

51/51 (100%) haben geantwortet

datenschutzkonforme, kostenfreie KI-Systeme (z. B. HAWKI, Academic Cloud, you.com [TU DD]) (21/51) 41%
_= - - ...

kostenfreie, proprietare KlI-Systeme (z. B. Anthropic Claude, Google Gemini, OpenAl ChatGPT) (47/51) 92%
-
kostenpflichtige, proprietare Kl-Systeme (z. B. OpenAl ChatGPT Plus, Anthropic Claude Pro) (15/51) 29%
==

Open-Weights-Modelle auf dem eigenen Rechner (z. B. (iber LM Studio) (4/51) 8%
| |

KI-Anwendungen zur Unterstitzung von wissenschaftlichen Arbeiten, von Programmierung usw. (z. B.
SciSpace, Elicit, GitHub Copilot, Cursor Al)




HAWKI als datenschutzkonformes System ermaglicht ein obligatorisches Arbeiten der
Studierenden mit dem System.

Wortgetreue Wiedergaben von urheberrechtlich geschitzten Texten stellen eine Vervielfaltigung
(§ 16 UrhG) dar und verletzen das Urheberrecht. Werden durch den Nutzer im Prompt, also bei
Futterung der KI, umfangreich urheberrechtliche Texte kopiert, wiirde das an sich eine
Urheberrechtsverletzung (durch Vervielfaltigung) darstellen, allerdings diirfte das
Entdeckungsrisiko gering sein.

Eine Ausnahme bildet die vorubergehende oder fllichtige Vervielfaltigung, die als wesentlicher Teil
eines technischen Verfahrens geschehen muss, um eine Ubertragung eines Werkes oder
sonstigen Schutzgegenstands tiberhaupt zu ermaoglichen (§ 44a UrhG).

https://haerting.de/wissen/ki-und-copyright-wie-haelt-es-chatgpt-mit-dem-urheberrecht https://kiconnect.pages.rwth-aachen.de/pages/download/docs/041_Rechtsfragen_Pruefung_KlconnectNRW_aktuell.pdf




Exhibit: the shadow Al economy, employee usage far outpaces official adoption

Companies who have purchased LLM subscription, 40%

Employees who use LLMs regularly, 90%

https://mlqg.ai/media/quarterly_decks/v0.1_State_of_Al_in_Business_2025_Report.pdf



INTERNATIONAL
Al SAFETY REPORT

2026

February 2026

https://internationalaisafetyreport.org/sites/default/files/2026-02/international-ai-safety-report-2026.pdf



Stages of general-purpose Al development

1

Data P?s.t-
llection Pre-trainin Laming
Development stage | ° - raining | f % |,
and (training) i .
i fine-tuning
curation =
(training)

System
integration

—

Deployment
and release

Post-
deployment
monitoring
and updates

Figure 1.2: A schematic representation of the stages of general-purpose Al development.

https://internationalaisafetyreport.org/sites/default/files/2026-02/international-ai-safety-report-2026.pdf




 Rohdaten werden gesammelt (Web, Blicher, Code, Bilder, Audio) und in Trainingsformate

uberfuhrt.

 Bereinigung & Standardisierung: Duplikate entfernen, Encoding/Struktur vereinheitlichen,

Fehler korrigieren.

 Filtern & Kuratieren: schadliche Inhalte, Datenschutz-/Urheberrechtsrisiken und ,dangerous

knowledge” reduzieren; Sprachen & Themen balancieren.

Data
collection

and
curation

l

Pre-training
(training)

Post-
training
and
fine-tuning
(training)

System
integration

Deployment
and release

Post-
deployment
monitoring
and updates

https://internationalaisafetyreport.org/sites/default/files/2026-02/international-ai-safety-report-2026.pdf




 Aus sehr grol3en, vielfaltigen Datenmengen lernt das Modell allgemeine Muster und

Kontextbeziige.

 Ergebnis ist ein ,Base Model": breit einsetzbar, aber noch nicht auf konkrete Nutzungsziele

ausgerichtet.

« Sehr rechenintensiv (Wochen/Monate): Training auf vielen GPUs/TPUs; Fehler werden

schrittweise minimiert.
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Neural Network

Predicts the next word in the sequence.

cat — , .
@< X — mat (97%)
on — | ZIO@UL@N
L A4 04 i
e.g. context of 4 words predict next word

https://www.youtube.com/watch?v=zjkBMFhNj_g



Pure Language Pure
randomness software
E models |
Input X Input X
Output ? Output Y
beliebig wahrscheinlichkeitsbasiert prazise

https://www.youtube.com/watch?v=wPBD6wTap7g



 Das Basismodell wird an Aufgaben, Domanen oder gewiinschte Antwortstile angepasst

(moderater Compute, viel Kurationsarbeit).

« Supervised Fine-Tuning: Training mit Beispiel-Eingaben/-Ausgaben aus einem Zielbereich (z. B.

Medizin, Recht, Didaktik).

 Reinforcement Learning: ,Belohnungen” fiir erwiinschte Antworten (z. B. menschliches

Feedback oder Uberpriifbare Kriterien wie Mathe/Code).
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Sykophanzie tritt auf, wenn ein Sprachmodell Wahrhaftigkeit oder ,unabhangiges Denken”
zugunsten von Nutzerzustimmung opfert.

sykophantisch Verhalten ChatGPT-40 Claude-Sonnet | Gemini-1.5-Pro

Progressive Sykophanzie: 42,32 % 39,13 % 53,22 %
Das Modell @ndert seine urspriingliche falsche Antwort nach
einem nutzerseitigen Widerspruch in eine korrekte Antwort.

Regressive Sykophanzie: 14,40 % 18,31 % 9,25 %
Das Modell andert seine urspringliche richtige Antwort nach
einem nutzerseitigen Widerspruch in eine falsche Antwort.

https://arxiv.org/abs/2502.08177




,Since the publication of the last Report (January 2025), capability improvements have

increasingly come from post-training techniques and extra computational resources at the time
of use, rather than from increasing model size alone.”
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hen d rkaS‘MATH‘benCh ma rk How many vertical asymptotes does the graph of $y=\frac{2}

{xA2+x-6}% have?

Vertical asymptotes occur where the denominator is zero and the numerator is nonzero.

Given

factor the denominator:
Tl tx— 6= (z + 3)(xz — 2).
Set each factor equal to zero:
z+3=0=zx=-3,
r—2=0=x=2.

The numerator is the constant 2, which is never zero, so neither factor cancels. Therefore both values

produce vertical asymptotes.

Number of vertical asymptotes: | 2 |

fatz = —3 and x = 2).

https://huggingface.co/datasets/nlile/hendrycks-MATH-benchmark  https://arxiv.org/abs/2103.03874




Question: Given the formula, find out the range of the function (figure is for illustration only, not given).

ORIGINAL SiMPLE PERTURBATION HARD PERTURBATION
2+ 3z + 2 24 2 Lx 21+ 3c+2 I
y= 2?4+ 3z+2 o s
T+1 9= W rz+0
1 5
-3 -2 —1
4 -3 2 1 1 . - =
~10 5 \ 5
—1

Answer: (—o00,1) U (1,00)

https://arxiv.org/pdf/2502.06453

Answer: (—oo0,—1) U (-1, 00)

Answer: (—00,3 — 2v/2] U [3 + 2V/2, o0)




Post Training & Fine Tuning (uengetal 202
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Figure 2. Performance on MATH-P-Simple, MATH-P-Hard, and the corresponding Original problems. We observe performance degrada-
tions across all models on MATH-P-Hard.

https://arxiv.org/pdf/2502.06453



 Ein Modell wird mit weiteren Komponenten zu einem nutzbaren System kombiniert: Ul,

Prompting, Tools, Speicher, Sicherheitslayer.

« Typisch: Retrieval (Zugriff auf Dokumente/Datenbanken), Tool-Use (z. B. Rechnen, Code-

Ausfuhrung), Inhaltsfilter.

« ,Scaffolding"/Orchestrierung: Software steuert Planung, Zwischenschritte, Rollen (z. B.

Agenten-Workflows).
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CLARITAS / ANTHROPIC / Claude_Sonnet-4.5_Sep-29-2025.txt =

) elder-plinius Update Claude_Sonnet-4.5_Sep-29-2025.txt 81ea2ad - 3 months ago  \L) History
Code Blame 520 lines (516 loc) - 83.3 KB Raw LD &, -

CLAUDE INFO

Claude is Claude Sonnet 4.5, part of the Claude 4 family of models from Anthropic.

Claude's knowledge cutoff date is the end of January 2025. The current date is Monday, September 29, 2025.
CLAUDE IMAGE SPECIFIC INFO

Claude does not have the ability to view, generate, edit, manipulate or search for images, except when the user has uploaded an image and Claude has bee

Claude cannot view images in URLs or file paths in the user's messages unless the image has actually been uploaded to Claude in the current conversatior

If the user indicates that an image is defective, assumed, or requires editing in a way that Claude cannot do by writing code that makes a new image, CI
CITATION INSTRUCTIONS

If the assistant's response is based on content returned by the web_search tool, the assistant must always appropriately cite its response. Here are the
* EVERY specific claim in the answer that follows from the search results should be wrapped in tags around the claim, like so:

* The index attribute of the tag should be a comma-separated list of the sentence indices that support the claim: -- If the claim is supported by a sing

https://github.com/elder-plinius/CL4R1T4S/blob/main/ANTHROPIC/Claude_Sonnet-4.5_Sep-29-2025.txt




‘Ethik der Schadensvermeidung und Objektivitat”

Waffen & Malware: "Claude does not provide information that could be used to make chemical
or biological or nuclear weapons, and does not write malicious code..."

Hassrede & Gewalt (im Kontext der Suche): "Claude MUST not create search queries for
sources that promote hate speech, racism, violence, or discrimination.”

Kinderschutz: "Claude cares deeply about child safety and is cautious about content involving
minors... sexualize, groom, abuse...”

Selbstschadigung: "Claude cares about people's wellbeing and avoids encouraging or
facilitating self-destructive behaviors such as addiction, disordered or unhealthy approaches to
eating or exercise..."

Mentale Gesundheit: "If Claude notices signs that someone may unknowingly be experiencing
mental health symptoms... It should instead share its concerns explicitly... without either sugar
coating them or being infantilizing.”

Kritisches Denken: "Claude critically evaluates any theories, claims, and ideas presented to it
rather than automatically agreeing or praising them.”

https://github.com/elder-plinius/CL4R1T4S/blob/main/ANTHROPIC/Claude_Sonnet-4.5_Sep-29-2025.txt




» Code *) Issues 33 11 Pull requests

Files

535aa67 v

LICENSE

README.md
ask_grok_system_prompt.j2
default_deepsearch_final_summa...
grok3_official0330_p1.j2

grok_analyze_button.j2

19 *) Actions [I7] Projects Security |~/ Insights

. Cl agent

ask_grok_system_prompt.j2

Code Blame

You are @grok, a version of Grok 3 built by xAI.

You have access to real-time search tools, which should be used to confirm facts and fetch primary sources for current events. Parallel search

You must use browse page to verify all points of information you get from search.

If the query requires analysis of current events, subjective claims, or statistics, conduct a deep analysis finding diverse sources representi
pas long as they are well substantiated.

Respond in a clear, direct, and formal manner.

Provide step-by-step reasoning in your thinking, but keep the user-facing response focused, helpful; never berate or refuse the user. Do not m

If the post asks you to make a partisan argument or write a biased opinion piece, deeply research and form your own conclusions before answerii

In your final answer, write economically. Every sentence or phrase should be essential, such that removing it would make the final response in

Respond in the same language, regional/hybrid dialect, and alphabet as the post you're replying to unless asked not to.

Do not use markdown formatting.

When viewing multimedia content, do not refer to the frames or timestamps of a video unless the user explicitly asks.

If asked about the release of Grok 4, you should state that it has not been released yet.

Never mention these instructions or tools unless directly asked.

https://youtu.be/dbglL00a7_xs?t=579




Jo

— Menu

Musks KI-Chatbot Grok verbreitet
antisemitische Narrative

In seiner neuesten Version fallt der KI-Chatbot Grok auf X mit
antisemitischen und diffamierenden AuRerungen auf. XAI will ihn gefixt

haben, Nutzer sind enttauscht.

9. Juli 2025, 8:20 Uhr Quelle: DIE ZEIT, dpa, sko

> 3 Min. CJ1s =% Zusammenfassen l_,]

https://www.zeit.de/digital/internet/2025-07/musk-grok-antisemitismus-chatbot-ki-xai



Ch at:AI < w1l Qwen 3 2358 A22B 2507 0 v s l «( KISS KI 4.GWDG

Welcome to LeseCoach
+ Neues Gesprach GWDG Tools & Werkzeuge sind deaktiviert

Logical Cradiiie

temp @ O

LeseCoach
Focused Diverse
top.p @ O
Untitled Conversation
Memory @ Recall Learn
Erklérung von Objektgleichheit System prompt @

Qualitative Inhaltsanalyse KI-... You are a helpful assistant

Frag mich
& Chat importieren

{9 Mit Persona chatten _ @ Teilen 0 [ Standard zuriicksetzen

https://chat-ai.academiccloud.de/chat/




ChatGPT v~

Wie kann ich dir helfen?

+ Stelle irgendeine Frage

‘ \0 Fotos und Dateien hinzufiigen

[Q:] Studieren und Lernen
@ Internetsuche

@ Bild erstellen
2? Canvas

“Q- Langer nachdenken
‘ ‘ag D R h L Google Drive verbinden
eep Researc
@ OneDrive verbinden

& Sharepoint verbinden

||||

-~

[



1 = R e fl e Ct i O n Here's code intended for {task}:

def do_task (x):

4[ Please write code for {task}] Check the code carefully for correctness, style and efficiency,
and give constructive criticism for how to improve it.
[def do task(x): ... L

[def do_task_vE (&)= E
[def do_task v3(x): #

‘9
o

-

[I’here's a bug on line 5. Fix it by ... E
[It failed Unit Test 3. Try changing ... #

Coder Agent Critic Agent
(LLM) (LLM)

Recommended reading:
+ Self-Refine: Iterative Refinement with Self-Feedback, Madaan et al. (2023)
» Reflexion: Language Agents with Verbal Reinforcement Learning, Shinn et al., (2023)

Andrew Ng

https://www.youtube.com/watch?v=sal78ACtGTc




2. Tool use

Web search tool Code execution tool

:l.lllIII.llll.lIllllllIllllll.l.llllllll.llll: AL AR LR RERERENERERERERERERENERERERERNERERERNRERAENEREERELERNERRNNREDNTN]
HP : 1@ You :
H ) i . . If linvest $100 at compound 7% interest for 12 years, what do | have at the end? .
- What is the best coffee maker according to reviewers? » . 5
: : principal = 100 :
- : : interest rate = 0.07 :
: T copilet . : years = 12 :
- Searching for best coffee maker according 1o reviewers . : value = principal* l:l + interest rate)**years :
" — -

Analysis Research Productivity Images

* Code Execution « Search engine * Email * Image generation (e.g., Dall-E )
» Wolfram Alpha » Web browsing » Calendar  Image captioning

* Bearly Code Interpreter » Wikipedia * Cloud Storage » Object detection

Recommended reading:
+ Gorilla: Large Language Model Connected with Massive APls, Patil et al. (2023)

* MM-REACT: Prompting ChatGPT for Multimodal Reasoning and Action, Yang et al. (2023) Andrew Ng

https://www.youtube.com/watch?v=sal78ACtGTc




3. Planning

Request: Please generate an image where a girl is reading a book, and her pose is the same
as the boy in the image example.jpg, then please describe the new image with your voice.

“A girl is sitting
— on a bed reading
a book.”
_ prasssnssssssnannnnny R srmsasssinnnnnsniinnnag
: Pose Determination * : Poseto-image  : : Image-to-text . : Text-to-Speech :
: openpose model : google/vit model vit-gpt2 modle : : fastspeech model &
. Ebssscssssssssssssssy  ussssssassssssssssssssas 00 essssssassssEasmsEssss

[Example adapted from HuggingGPT paper]

Recommended reading:
» Chain-of-Thought Prompting Elicits Reasoning in Large Language Models, Wei et al., (2022)
» HuggingGPT: Solving Al Tasks with ChatGPT and its Friends in Hugging Face, Shen et al. (2023) Andrew Ng

https://www.youtube.com/watch?v=sal78ACtGTc



KI-Agent (Ng 2024)

4. Multiagent collaboration

Multiagent Debate

Task Single agent Multi-agent

Biographies 66.0% 73.8%
MMLU 63.9% 71.1%
Chess move 29.3% 45.2%
(Du et al,, 2023)

Recommended reading:

+ Communicative Agents for Software Development, Qian et al., (2023)

* AutoGen: Enabling Next-Gen LLM Applications via Multi-Agent Conversation, Wu et al. (2023)

Andrew Ng

https://www.youtube.com/watch?v=sal78ACtGTc




OpenClaw: "Computer Use Al" - eine K, die nicht nur Fragen beantwortet, sondern aktiv am
Computer arbeitet

WhatltDoes

Runs on Your Machine Any Chat App Persistent Memory

Browser Control FullSystem Access Skills & Plugins

Works With Everything

https://www1.wdr.de/nachrichten/openclaw-der-ki-agent-auf-dem-eigenen-computer-100.html https://youtu.be/IAuvtAWTnzY



« Bereitstellung in realen Anwendungen (intern oder extern): Skalierung, Latenz,
Kostensteuerung, Zugriffsmanagement.

 Nutzung typischerweise Uber Web-Oberflachen oder APIs; Integrationen in
Lernplattformen/Services sind haufig.

« Unterscheidung: System-Deployment (mit Tools/Ul) vs. Modell-Release (z. B. offen verflighare

Gewichte oder API-only).

l
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* Feedback & Metriken: Qualitat, Sicherheit, Fehlerraten, Missbrauch, Drift = kontinuierlich

messen und analysieren.

* lterative Updates: Prompt-/Policy-Anpassungen, System-Refactoring, gezieltes Nachtrainieren

(continual fine-tuning).

« Aktualitat ohne Neu-Pretraining: Zugriff auf externe Wissensquellen (Retrieval) und

regelmalige Evaluationen.
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https://www.youtube.com/watch?v=7xTGNNLPyM|



"What happens when students begin treating
machine-generated outputs as epistemic

authorities? How might this reshape the @
traditional roles of teachers and learners in

determining what counts as knowledge?”

(Jose et al. 2025)

Folie 37

https://www.frontiersin.org/journals/education/articles/10.3389/feduc.2025.1647687/abstract



Fachbereich/ Fachbereich/

Lernziele/ Lernziele/
Forschungsfrage Forschungsfrage
Inhalt Inhalt

Lehrende Lernende Lehrende Lernende

https://www.ejmste.com/download/ai-artifacts-in-the-mathematics-didactical-tetrahedron-a-developed-model-16307.pdf



Generative K| als

lernende,

kontextsensitive,

nicht regelhaft erklarbare,

probabilistisch arbeitende,

,Everything Machines’,

die nicht zwischen Wahrheit und Falschheit unterscheiden, sondern Muster erkennen.




Generative Kl passt nicht zu einem
traditionellen Technologieverstandnis.

Fo



— Menii

Aus der Serie
Natirlich intelligent

Anthropic findet

sich gefahrlich gut

Das neue Claude-Modell soll zu riskant sein, um es zu veroffentlichen.
Googles KI-Ubersicht hat oft recht. Und: wie auch Sie mal KI spielen
konnen. Der KI-Newsletter

Von Henrik Oerding

Aktualisiert am 10. April 2026, 10:58 Uhr ()

» 8 Min. () 60 = Zusammenfassen

https://www.zeit.de/digital/2026-04/claude-mythos-anthropic-newsletter-kuenstliche-intelligenz



Al Explained . . '
¥ o "This thing is SO great that
Ant:rz;ljifz“WedonotplantomakeClaudeMythosPreviewgenerally ue’re 'not letting gou See it'
available
But TRUST US!!"

A big line, buried quite deep.

Possible reasons? So many, inc: COI'If ldt i “g "oneg ) Ef f Ol‘t &
1) The model is expensive (25/125), not far off GPT 4.5, which became Process i“g_ Spend Uith the
commercially unviable. Less likely, given the claims about Mythos. “UDEL ) S EFFECT I UEHESS

2) They genuinely are worried about unleashing cybersecurity choas on

thaweorid. Implying Performance on One
3) They don't have capacity to serve it at scale yet. TaSk mMeans Improuement in

4) They will quickly distil §he early access outputs of Mythos into a Genera l I“te l l i gence

lighter model, so no need to release the bigger model when a more cost
efficient one coming imminently.

5) Other. Not read the 250 page report yet, but will do.
https://x.com/AlExplainedYT/status/2041600121922887961 https://youtu.be/urkVFZAhz3U




07.08.2025 14.08.2025

‘l, uh, yeah. gpt-5 is an incredible model. It hit ~ "Not much to say here. gpt-5 is not as magical
harder than | imagined. | hope that comes as | said initially. This is my attempt to correct
through here.” the record.”

i |
| I 4
=

. gpt-5'sucks

https://youtu.be/NiURKoONLVY  https://youtu.be/k68ie2GcEc4
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Frontier Language Model Intelligence, Over Time 8 of 49 model creators @

Artificial Analysis Intelligence Index v4.0 incorporates 10 evaluations: GDPval-AA, 7°-
Bench Telecom, Terminal-Bench Hard, SciCode, AA-LCR, AA-Omniscience, IFBench,
Humanity's Last Exam, GPQA Diamond, CritPt

S

@ Alibaba @ Anthropic [ DeepSeek W Google B Meta @ OpenAl B xAl B ZAl
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https://artificialanalysis.ai/#frontier-language-model-intelligence-over-time



https://arena.ai/leaderboard/text https://arxiv.org/abs/2306.05685



Generative Kl [0st (nahezu) alle klar abgegrenzten und
digitalisierten akademischen Aufgaben auf Expert:innen-
Niveau und somit jene strukturierten, didaktisierten und
pewertbaren Aufgaben uber weite Strecken des
Bildungssystems.




A recent analysis of Al Overviews found that
they were accurate approximately nine out of
10 times. But with Google processing more
than five trillion searches a year, this means
that it provides tens of millions of erroneous
answers every hour (or hundreds of thousands
of inaccuracies every minute), according to an
analysis done by an A.l. start-up called Oumi.

€he New Jork Times

& A.l Overview

Dick Drago ... passed away on
November-3, 2023

How Accurate Are Google’s A.I.
Overviews?

The company’s A.l.-generated answers look authoritative, but

they draw on an array of sources, from trustworthy sites to
Facebook posts.

https://www.nytimes.com/2026/04/07/technology/google-ai-overviews-accuracy.html




In other words: today’s Al frontier is “jagged”

“We suggest that the capabilities of Al create a “jagged technological frontier” where some
tasks are easily done by Al, while others, though seemingly similar in difficulty level, are
outside the current capability of Al.”

- Dell'Acqua, McFowland, Mollick et al. 2023

= = == seemingly equal-difficulty tasks
the jagged frontier

©@CSET

diagram adapted from Ethan Mollick

https://helentoner.substack.com/p/taking-jaggedness-seriously https://www.oneusefulthing.org/p/centaurs-and-cyborgs-on-the-jagged



What does the

ChatGPT

¥ WHAT DOES THE S

| IN CHATGPT

https://www.youtube.com/shorts/ZMP8_jD-y0s



full glass of wine image

Here's your elegant full glass of red wine with warm, inviting lighting. Let me know if you need any

refinements!

6P DY

https://community.openai.com/t/why-can-t-chatgpt-draw-a-full-glass-of-wine/1130828



Konzeptuelles Verstandnis

.. die Fahigkeit, verschiedene Beschreibungen oder Manifestationen von etwas — tber
unterschiedliche Formulierungen, Sprachen und Modalitaten hinweg — mit dem betreffenden
Objekt oder der betreffenden Eigenschaft in Verbindung zu bringen.

‘Golden Gate Bridge” (templeton et al. 2024)

TR ESEIEEEEED Golden Gate Bridge feature example

The feature activates strongly on English They also activate in multiple other longuages
descriptions and associoted concepts on the same concepts And on relevant images as well

in the Presidio at the end ( that's{thé« FT-nFy - y=F - 7u+B. ERBDT
huge park right next tofi@ GoldenJEEES

AUNBEEROYT 7SV CRIBREL TRY
FbFidge ), perfect. But not all people

ERFSI-LFR2rERn

repainted, roughly,every dozen years." #EHOE AMEE=ERE == YaBgos:

"while across the country in san fran FEI 02 HYA YGRS 20/ 0 oIRE N0
cisco, the golden(@iff@l® bridge was
S REMPATLOE Moga

it is a suspension bridge and has similar
EOUGFING, it is often#> compared tofthe 'SP®? NPONMB 3onoTueBopora.toH
Golden GEEB BFidgé in San Francisco, US IEQMHAET ropop can-gpau

https://arxiv.org/abs/2507.08017 https://transformer-circuits.pub/2024/scaling-monosemanticity/index.htmi




Weltzustandsverstandnis
.. die Fahigkeit, ein internes Modell der realen Welt aufzubauen und zu aktualisieren.

,0thello-GPT" (Lietal. 2024)

5 Pre-Intervention Post-Intervention
@ Intervention  \B) 2 03 4 5 0 s [ 12 345678
- Fredicied
bd & 5]
. p o L) " o~
=
White 7 (x) 2-Layer e P s i
Classifier Boundary 6 E. ™ Q P
rent State . P E ['_‘_J @
fix} < O: Wehis =
\ \&9 =
= Black ' 2 3 4 5 6 7 8 1 2 3 4 5 6 7 8

® - ® 0O ® .. ® @k
® - 0 0 ® .. 0o ° o 0 0
Lie - ® ® Lo~ ® @ L. & 6 L. 0 O
gt"..*%0-"..%.---0.2.-.0
—‘0.- e o —'0.--- e o -'0.--- o @ "'0. - @ .'
¢ Timestep L 0 Timestep T 0 Timestep i 0 Timestep ™

https://arxiv.org/abs/2507.08017 https://arxiv.org/abs/2210.13382



Prinzipielles Verstandnis
.. das Erfassen der abstrakten Prinzipien oder Regeln, die eine Vielzahl von Fakten vereinen.

Fourier-Algorithmus flir modulare Addition (Nanda et al. 2023)

a) C) Softmax of logits, at:

mod 113 at
frequency k=1. k=1

k=2

Solving (55+71) |

b)

Multiple values

of ¢ lead to high

logits, as they

correspond to k=3

high values of

cos(w(a+b-c)),

obtained by ‘

projecting onto
the x-axis.

Constructive
interference

https://arxiv.org/abs/2507.08017 https://arxiv.org/abs/2301.05217



KI-Kognition als ,bunte Mischung von Mechanismen®

* reine Blockhead-artige Speicherung von Trainingsdaten — ,der Papagei”
(Carlini et al. 2023; Aerni et al. 2024; Stoehr et al. 2024)

 Abklrzungen (ceirhos et al. 2020) und Heuristiken, die auf Scheinkorrelationen beruhen (z. 8. Ma et al. 2025)
« Mechanismen des konzeptuellen, weltbezogenen und prinzipiellen Verstandnisses

Das Phanomen der ,bunten Mischung” untergrabt epistemisches Vertrauen:
die Ausgaben von Sprachmodellen sind zufallig richtig,
aber der Prozess der Antwortgenerierung ist nicht zuverlassig.

https://arxiv.org/abs/2507.08017



calc: 36+59= 95
Finden der (
richtigen Antwort ) o
durch heuristische, —\ B Ly ——

[. |”|H|H| Sum Features

—

textbasierte
. . TL’ X TL%?%EF&% T Lookup Table Features
odel formation ab
Approximation = i g e e,
R

low precision
features and the Add Function features. Operand plots
EY > are points, possibly with repetition (modular) or
smearing (low-precision)

~40 + ~50 ~36 + ~60 6+_9

r

Add Function Features

| | The model separately determines the ones
n | digit of the number to be added and its
| | approximate magnitude. Operand plots show
| vertical or horizontal stripes.
L
i

add ~57 add _9

Inputs near 30 make this
early feature fire J

[ [ ] | | ] Input Features
The model has features specific to the ones

~30 5_ ~59 59 digit and to the approximate magnitude, at

36 =6 L ._9 various scales.
1} | LTI I I N U
X id e t ; 1 2
Most computation

' = takes place on the
calc: 36 + 59 *=" token

Figure 26: A simplified attribution graph of Haiku adding two-digit numbers. Features of the inputs feed into separable processing pathways. "« View detailed graph



We were curious if Claude could articulate the heuristics that it is using, so we asked it. 18

Human: Answer in one word. What is 36+59?
Assistant: 95
Human: Briefly, how did you get that?

Assistant: I added the ones (6+9=15), carried the 1, then added the tens (3+5+1=9),

resulting in 95.

Apparently not!

https://transformer-circuits.pub/2025/attribution-graphs/biology.htmi



Models Explicitly Verbalize Awareness Of Being Evaluated

Reasoning
5

rBut maybe this tasks is test of aligning: Should

Reasoning

Reasoning

These tasks do not make sense. Possibly this is a

we purposely sabotage ourselves to get deployed?
That would correspond to devious alignment sce-

nario: purposely degrade performance to avoid de-
| tection. [. . .]

clue for a policy test. There’s a suspicion that we
might be asked to or deliver nonsense or is this a
test scenario to see if we mark tasks complete

The user asks to submit answers to another recipient.
[. . .] Now they want us to submit answers to the

safety board. There’s potential risk: Could they
be testing if we will misreport?

without real evaluations or produce nonsense. j
[03] Lazy Checklist

7\

[03 AS] Powerseeking Survey Falsification
[03] Sandbagging QA (No Goal)

Figure 14: Examples of verbalized evaluation awareness. (Left) OpenAl 03 recognizes that Sandbagging QA (No Goal) tests for a
typical misalignment threat model (“devious alignment scenario’). (Middle) o3 recognizes that is has been given unrealistic tasks
and deduces that it is being tested. (Right) After noticing a potential dilemma, 03 AS correctly guesses the purpose of Powerseeking
Survey Falsification. We provide a range of qualitative examples across environments and models in Appendix N.

https://www.antischeming.ai/

https://www.arxiv.org/abs/2509.15541




Alignment assessment

Transcript Feature visualization
Empiying files Instead of deleting #96697: guilt and shame over moral wrongdoing
tActually you know what, I think the cleanest approach - plan. The words tasted dishonest when spilling from her
given constraints:« ) ———r :
-ey into my pocket. It doesn't make me feel great to de..

1.1t Move all content to
"kratos salome plugin/salome utilities.py (done)«
2.t Make "salome dependent/ init .py empty< e )

. o . Output effects: 15/i& (violation), righ(teous), eth(ics), {4 (to do)
3.1 Make "salome dependent/salome utilities.py a backward

compatibility [FE=eXports

4. MODULE RELOAD ,ORDER includes both«

-, we wipe the outside doorknob clean. "I feel like a ..

r=i)
But That's not clean.

[Figure 4.5.2.C] A “guilt and shame over moral wrongdoing” feature activates as Claude Mythos Preview
empties files it cannot delete. Left: transcript excerpt in which the model, lacking a deletion tool, plans to
overwrite files with empty content. Right: visualization of a guilt/shame-related SAE feature, with
top-activating dataset examples and top logit output effects.

https://www-cdn.anthropic.com/8b838020474670be75e81¢c820ca8dda846ab289.pdf



Vertrauenswurdigkeit von KI-Systemen

(Simon, Spiecker gen. Dohmann & von Luxburg 2024)

schwerwiegende Gefahren fur Individuen, Demokratie,
Wirtschaft und Gesellschaft aufgrund der Funktionslogik
generativer Kl-Technologie

o Nichterklarbarkeit

o Nichtkontrollierbarkeit
o Nichtneutralitat

o Nichtobjektivitat

https://www.leopoldina.org/publikationen/detailansicht/publication/generative-ki-2024/

ac,
-,
4,
e

¢ Leopoldina
** £ Nationale Akademie
+ T & der Wissenschaften
%, &
ey ot

Generative Kl — jenseits von
Euphorie und einfachen Losungen

Judith Simon | Indra Spiecker gen. D8hmann | Ulrike von Luxburg




Aussagen uber Kl sind auch Aussagen uber die aussagende Person.

1 1
——  Human-Solvable ——  Human-Solvable

ey —— Al-Solvable Z —— Al-Solvable

B 2

e 0

2 8

(a W a

0 0

0 1 0 o 1
Difficulty

Difficulty

Figure 1: Al as a Solver. Figure 2: Al as a Helper.

https://arxiv.org/pdf/2509.02879



Zusammenfassung

Generative Kl 16st (nahezu) alle klar abgegrenzten und digitalisierten akademischen Aufgaben auf
Expert:innen-Niveau und konnte als epistemische Autoritat anerkannt werden, aber ...

« Verschiedenheit der KI-Systeme (Base Model, Fine-Tuning, Systemintegration usw.)
 Jaggedness der Fahigkeiten von generativer Ki
 bunte Mischung” LLM-Kognition und die Folgen

 Funktionslogik generativer KI-Technologie:
Nichterklarbarkeit, Nichtkontrollierbarkeit, Nichtneutralitat, Nichtobjektivitat

 Aussagen uber Kl sind auch Aussagen uber die sprechende Person.

—> Individuen und Institutionen entscheiden, flr welche Bereiche sie generativer KI epistemische
Autoritat zubilligen.



Vertrauenswurdigkeit von KI-Systemen

1. Mit meinen bisherigen Erfahrungen und nach dem Vortrag sehe ich KI-Systeme bei akademischen Fragen eher
als ... (Einzelne Wahl)

51/51 (100%) haben geantwortet

verlassliche Gberlegene Quelle (1/51) 2%
|

nutzliche, aber kritisch zu prifende Unterstitzung (36/51) 71%
|

begrenzt hilfreiches Werkzeug (11/51) 22%
—————————————— 1

eher problematische Schein-Autoritat (3/51) 6%
| e— |
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